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VIMINAL
VODKA lab
(Virtualization Operation Discovery on KVM Architecture )

1) Lab context

This virtualization lab is built on VIMINAL(VIrtual Model for Ip Network Architecture Lab).
The main goal is to familiarize yourself with the basics of system virtualization KVM
(Kernel Based Virtual Machine) system integrated with GNU / Linux.

2) KVM ecosystem

Kernel based Virtual Machine (KVM) is a virtualization environment originally, developed
by Qumranet. It is natively integrated in GNU / Linux kernel since version 2.6.20. Red Hat
who acquired Qumranet in 2008, adopted it as its primary virtualization mechanism to take
position itself in the competitive market face to other editors like VMware (VMware ESX),
Microsoft (Hyper -V) and Citrix (Xen), Oracle (OracleVM and VirtualBox) ... to mention only
the most newsworthy known.

KVM is a full virtualization system based on hardware virtualization mechanisms (HVM
Hardware Virtual Machine) integrated in the latest generation of processors. HVM is based
on processor instruction set extensions providing hardware assistance for virtualization.
These extensions are named VMX (Virtual Machine extensions) at Intel, SVM (Secure
Virtual Machine) at AMD. Although they are specific to each manufacturer, KVM gives an
unified interface to kernel of the host (physical machine). Specifically KVM comes in the
form of two modules of GNU-Linux kernel loaded during startup of the host machine. A
simple test of the instruction set processor of the host can select the module kvm-intel or
kvm-amd to load. In the absence of the module, either because the host processor is too
old and does not have virtualization extensions, either those are present in the processor
but inactive as locked by the BIOS of the machine, virtualization KVM operates with lower
performance. On older machines this performance fall, may cause malfunction of virtual
machines.

Open a shell console, clicking on terminal icon (bottom right corner of the desktop) or
chain « K — Applications — System — Terminal (Konsole) » menus.

Test processor instruction set displaying processor caracteristics using « cat
/proc/cpuinfo » command.

viminal@livecd~$ cat /proc/cpuinfo

Note : On multi-core processor information is displayed for each core.

If substring “vmx” appears on “flags” attribute it's an Intel processor with HVM capabilites,
if “svm” then it's an AMD HVM processor otherwise the host hasn't hardware virtualization
facitliies, virtual machine performances will probably be poor.

You can filter results redirecting “ cat ” command to a “ grep “ command trough a unix pipe.
(using « | » character)
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« In case of Intel processor :

viminal@livecd~$ cat /proc/cpuinfo | grep vmx

« In case of AMD processor :

viminal@livecd~$ cat /proc/cpuinfo | grep svm

If HVM extensions are available on host, we're going to load hardware acceleration kernel
module.

On Intel host use the following command :

viminal@livecd~$ sudo modprobe kvm-intel

On AMD host use this one :

viminal@livecd~$ sudo modprobe kvm-amd

Lack of error message confirms operation success. But an easy verification can be done
using “ 1smod. “ command.

viminal@livecd~$ lsmod | grep kvm

Module loading failure, despite the presence of extensions in HVM CPU, indicates that
HVM has been invalidated in the BIOS configuration of the host. If you can not activate,
the performance of virtual machines will be low.

The basic tool to control of KVM virtual machines is an adapted version of the famous
hardware emulator QEMU developed by Fabrice Bellard.
Note : QEMU can emulate several types of hardware architecture on different host systems. A
hardware emulator can run systems (OS) or applications for other hardware architectures
(processors, bus, input/output, BIOS) on your workstation built on different hardware. It is thus

possible to run a Linux embedded processor ARM on your Intel x86 machine. This flexibility,
however, a significant cost in terms of performance.

The modified version called gemu-kvm, based on the module that we've just loaded,
benefits HVM extensions achieving virtual machine performance near native of the host
machine.

Display syntax parameters of kvm command using « —-help » option.

viminal@livecd~$ kvm --help

More details on options with man command « man gemu »

viminal@livecd~$ man gemu
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2.1) First virtual machine with KVM

For this first virtual machine, we'll use a liveCD GNU/Linux distribution.

Note : This type of distribution can run a GNU / Linux track from a CD or DVD without installing
it on the machine. Very useful for testing or discovering GNU / Linux system without altering the
pre-existing one on the host machine (typically a Windows system), the LiveCD or LiveDVD is
also very common for installation procedures of most GNU / Linux. The liveCD automatically
discovers hardware components of the host machine before running a graphical desktop that
gives access to a range of amenities.

For this lab we're going to use Sltaz. This liveCD distribution goal is to keep the iso file size
very small (about 30 Mo for Slitaz 2.0). It can then be used on tiny device (credit card CD,
small usbkey,...).

Let's start a virtual machine with 256 Mo ram, CD drive pointing on the iso liveCD file
(located at /usr/local/share/viminal/filesystems). The following command «
kvm -cdrom /usr/local/share/viminal/filesystems/slitaz-2.0.iso0 -m
256 -vga std -boot d » starts a 256 Mo ram virtual machine (-m parameter) with a
standard vga display (-vga std) a CDrom drive containing Slitaz-2.0 CD (-cdrom). Machine
startup (boot) is set on CD drive (-boot d).

viminal@livecd~$ kvm -cdrom
/usr/local/share/viminal/filesystems/slitaz-2.0.1is0 -m 256 -vga
std -boot d

Note : If you do not have HVM extensions available and you have the patience to wait for the
complete start of the virtual machine, you need to add the option “-no-kvm to all your kvm
commands for the SliTaz virtual machine successfully starts.

Note : During start of the SliTaz distribution, you can select the screen resolution of your virtual
machine. Be sure to select a lower resolution than your host machine. In selecting a resolution
of 800x600 you keep easier control of your virtual machine.

Note : When you click on virtual machine screen, input devices "keyboard / mouse" are
captured and remain confined to the virtual machine screen. Simultaneously pressing on "Ctrl"
and "Alt" will release them to regain control of host machine desktop (real machine).

Display virtual machine caracteristics. Option « Menu — system Tools — System
Information » (or click on screen icon on Slitaz desktop bottom right).

Observe CPU, memory, CDrom, network characteristics of your virtual machine.
Now stop this first virtual machine (Option « Menu — Logout — Shutdown computer »).

2.2) Installing operating system on virtual machine

We'll now proceed to install the system on a virtual machine. Like a real machine, VM
requires a storage virtual disk which will be associated with the virtual machine. This virtual
disk can :

- reside locally on the host machine, either as a real disk (/dev/hdax or /dev/sdx),
either in the form of a logical volume with LVM (Logical Volume Manager), or as a
single raw file,
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- remote attached over a network as a logical volume or raw file, on a NAS
(Network Attached Storage) or on a high performance dedicated storage network
SAN (Storage Area Network) over iSCSI or FC (Fiber chanel) protocol.

For this lab, we'll create a virtual local disk as a raw file that we are going to associate with
the virtual machine. We first create a directory called rootfs-strore, located at /tmp. This
directory will serve as a repository for our VM virtual disks.

viminal@livecd~$ mkdir /tmp/rootfs-store

We create a 300 Megabytes virtual disk allocating a file called vm-disk.img using " dd
if=/ dev/zero of=/tmp/rootfs-store/vm-disk.img seek=300 count=1
bs=1M" command. The parameter " i f " indicates that it creates a file filled with binary
zeroes, the parameter " of " indicates the file name to create. The following parameters
“seek=300 count=1 bs=1M " indicates the size of the file to create.

viminal@livecd~$ dd if=/dev/zero of=/tmp/rootfs-store/vm-disk.img
seek=300 count=1l bs=1M

Verify result displaying /tmp/rootfs-store. directory content.

viminal@livecd~$ ls -al /tmp/rootfs-store

Perform installation of Slitaz distribution on this disk. To do this restart the virtual machine
"booting on the CDRom" and associating the file you just created as " hda " disk (the first
disk on IDE interface of the virtual machine). The additional option '-daemonize' starts the
KVM process in background (daemon mode), which allows recovery of the command
prompt.

viminal@livecd~$ kvm -cdrom
/usr/local/share/viminal/filesystems/slitaz-2.0.1is0 -m 256 -vga
std -boot d -hda /tmp/rootfs-store/vm-disk.img -daemonize

Note : If you do not have HVM extensions available and you have the patience to wait for the
complete start of the virtual machine, you need to add the option “-no-kvm to all your kvm
commands for the SliTaz virtual machine successfully starts.

Note : During start of the SliTaz distribution, you can select the screen resolution of your virtual
machine. Be sure to select a lower resolution than your host machine. In selecting a resolution
of 800x600 you keep easier control of your virtual machine.

Note : When you click on virtual machine screen, input devices "keyboard / mouse" are
captured and remain confined to the virtual machine screen. Simultaneously pressing on "Ctrl"
and "Alt" will release them to regain control of host machine desktop (real machine).

Once the machine is fully started, display the virtual machine characteristics. Option Menu
— System Tools — System Information "(or click the terminal icon at the bottom right of
SliTaz desktop) and see the presence of the disk (Storage Devices — IDE disks — QEMU
Harddisk).

On the virtual machine, open a command terminal in superuser mode (root). Chaining
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menus "menu — Utilities — Terminal Xterm”, or clicking on the terminal icon bottom left on
SliTaz desktop. Get super user privileges using the command " su - ". At the password
request type " root ". The command prompt is now " # " indicating that you now have the
super user privileges within the virtual machine.

As with any GNU/Linux installation on a disk media, we must partition the disk. The hda
disk, we connected to the virtual machine, is currently a raw disk. The command “ fdisk
-1 /dev/ hda " which tries to show us the disk partitioning, displays that the hda disk
does not contain a partition table.

tux@slitaz:~$ su —
password :
root@slitaz~# fdisk -1 /dev/hda

Disk /dev/hda doesn't contain a valid partition table

We're going to partition the disk so it can be used for the distribution installation. For
simplicity and ease, as part of this lab, we'll create a single partition (no swap partition, no
partition / boot, /home, /tmp, /var partitions ...).

Using “ fdisk ” command, create a primary partition that occupies the entire disk with the
"bootable" attribute.

root@slitaz~# fdisk /dev/hda

Press “ m “ for help.
Chain the following commands :

Key « n », (new) to create a new partition. Select « p » (primary partition), then
select « 1 » for the partition number (partition number (1-4)), then keep default

choices (begin : First Cylinder end : Last cylinder) for partition occupies the entire
disk.

Set the boot flag on partition 1, you've just created, by pressing « a » key and then
select the 15! partition (Partition number (1-4)).

Write the partition table and quit pressing « w » key.

Note : If you make a mistake during partitioning, exit the application without saving changes
(key "q") and repeat.

Check your partition table using« fdisk -1 » command.

root@slitaz~# fdisk -1 /dev/hda

If the display does not strictly correspond to the one below, repeat the operation.

root@slitaz~# fdisk -1 /dev/hda
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Disk /dev/hda: 314 MB, 314572800 bytes
255 heads, 63 sectors/track, 38 cylinders
Inits = cylinders of 16065 * 512 = 8225280 bytes

Device Boot Start End Blocks Id System
/dev/hdal * 1 38 305203+ 83 Linux

We can now proceed with SliTaz installation on the disk of the virtual machine, using the
command" slitaz-installer "

root@slitaz~# slitaz-installer

To question « Partition to use: » type /dev/hdal. Then accept to format in ext3. Next
choices, accept default.

After the installation, stop the virtual machine (Option “ Menu — Logout — Shutdown
computer ").
Nota : After complete installation, slitaz system has two default accounts : one user with no

particular privileges (login: “tux® password “tux®), and one *“super-user“ with all
administrative privileges (login “root “ and password “ root ).

We now have a standalone virtual machine that no longer depends on its CD. We can start
like any computer by booting from the disk. Test your virtual machine, modify the " -
boot " by positioning the value "c" to indicate the boot disk. Add the option “ -name "to
name the instance of the virtual machine. This name will appear on the window title
corresponding to the screen of the machine, which will distinguish it when we launch

simultaneously several machines.

viminal@livecd~$ kvm -m 256 -vga std -hda /tmp/rootfs-store/vm-
disk.img -boot ¢ -name slitaz -daemonize

Login as “ tux “ user (password “ tux “), check CPU, mémory, CDrom, network of the virtual
machine.

Stop this 15t virtual machine (Option “ Menu — Logout — Shutdown computer ).

The vm-disk.img file contains a complete file system. In Unix environments, it is commonly
known as root file system or " rootfs ". This is this term we'll use later in this lab.

2.3) « Letthe clones »

We will now, on the basis of this first virtual machine, create new identical machines. In a
word, we'll clone the virtual machine.

Two approaches can be used :

- Replication : This is simply needs to duplicate the virtual disk file (rootfs) that we
created in the previous step. The creation of a new identical to the first comes down
to the command "cp /tmp/rootfs-store/vm-disk.img /tmp/rootfs-
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store/vm02-disk.img “ These twins virtual machines have each their own disk
(rootfs) on which applications or different configurations can be installed. This
simple approach, however, is consuming in disk space, because the common
system (basic system, linux kernel ,...) is replicated as many times as there are
clones. So if we wanted to create 5 clones, we would have 5 times the disk space of
the original machine (or in our case 1.5 GB (5 x 300 MB)).

File Overflow (Copy On Write) : As it contains a whole file system, the virtual
machine rootfs file size can be heavy. The virtualization system User-mode Linux
introduced the possibility for multiple virtual machines to share a common readonly
rootfs. Write operations of each VM are deported in separate files.

Stockage
permanent

Figure 1 — Common rootfs sharing

Virtual machines have therefore an overflow area in which are stored overload to the
common reference file system. The overflow files, containing only differences with the
reference rootfs, are called COW files (short for Copy On Write). They are linked to the
common reference rootfs file and they have small size. The use of COW files can then
customize a set of virtual machines sharing a common basic system. Cloning a system
baseline is then a very easy operation. The virtual machines VM1 and VM2 in Figure 1
have their own file system containing only differences from the reference rootfs.

Very neat those COW files : The COW system introduces flexibility in virtual machine
management. The first advantage of the COW system is its optimized size. The single
common large rootfs is shared for all cloned virtual machines. The differentiation of these
VM is deported in small files. Free software virtualization environments as Xen and KVM /
QEMU can use the COW files. QEMU has even improved the format by creating QCOW
and QCOW?2 formats that can be encrypted and compressed. However, it should be noted
that the COW files are linked with their reference file by a set of internal pointers. Those
latter reference the changed data blocks from the reference rootfs. This strong link
between the COW file and the reference rootfs prohibits any modification of that latter.
Indeed in case of alteration of reference system file all linked COW files become
inconsistent and unusable. The kernel or distribution updates or application of security
patches must then be performed on each clone. From that moment the line of clones will
start to diverge. (Unification techniques can overcome this strong bond of dependency.
Their implementation is beyond the scope of this lab. One of them (sorry it's in french,
translation is planned), named Gustav, published JRES2009 meeting is available at the
following URL https://2009.jres.org/planning, a copy of this article is also available on the
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liveCD /usr/local/share/viminal/vodka/instruction-sheets/docs/jres2009-article-14.pdf).
We're going noiw to clone our virtual machine using COW (Copy On Write) mechanism.

“gemu-img “ command is used to create and manage virtual machine rootfs image files.
Type the command without parameter to display its syntaxe. See, also, the man pages.

viminal@livecd~$ gemu-img

viminal@livecd~$ man gemu-img

We'll create two clones derived from the reference rootfs file, vm-disk.img, created in the
previous step. The command " gemu-img create -f gqcow?2 -0
backing file=/tmp/ rootfs-store/vm-disk.img /tmp/rootfs-
store/vm01-disk.gcow2 " creates first cloned rootfs. The option ” - “ specifies the file
format, gcow2 in our case. The option " -0 backing file=/tmp/rootfs-store/vm-
disk.img " indicates that the created file is an overflow (Copy On Write) pointing to the

reference file indicated by parameter “ backing file "

viminal@livecd~$ gemu-img create -f gcow2 -o
backing file=/tmp/rootfs-store/vm-disk.img /tmp/rootfs-store/vm0l-
disk.qcow2

Check the result displaying /tmp/rootfs-store directory content.

viminal@livecd~$ ls -al /tmp/rootfs-store

What is the vm01-disk.gcow?2 file size compared to the reference file ?

Create the second cloned file.

viminal@livecd~$ gemu-img create -f gcow2 -o
backing file=/tmp/rootfs-store/vm-disk.img /tmp/rootfs-store/vm02-
disk.qcow2

We can now start the two clones pointing on the same reference file. This one is accessed
in “read-only” mode by the two clones. All write operations are deported to overflow files
(Copy On Write).

Starting the first clone :

viminal@livecd~$ kvm -m 256 -vga std -hda /tmp/rootfs-store/vm0l-
disk.qcow2 -boot c¢ -name slitaz-vm0l -daemonize

and the second one :
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